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Abstract. Prior work has explored the use of defensive cyber deception to manipulate the information available to attackers and to proactively lie on behalf of both real and decoy systems. Such approaches can
provide advantages to defenders by delaying attacker forward progress
and thereby decreasing or eliminating attacker payoffs. In this work, we
expand previous work by incorporating new parameters relating to attacker costs and choices. The extended model includes attacker costs
for probing a system to learn its declared type (“real” or “fake”) and
allows an attacker to proactively choose to leave the game early by walking away. While these additional parameters represent extensions to our
prior model, they are key to understanding attacker behavior when confronted with deceptive cyber defenses. We first present the extended
model and an analysis of the expected rewards for rational players. We
then present the behavior of an adaptive attacker in a Markov Decision
Process (MDP) simulation. Lastly, we relate our analytic and empirical
findings to cognitive bias effects and speculate on how the manipulation
of game parameters may be used in future work to both estimate and
trigger bias effects during defender-attacker interactions.

1

Introduction

There is a growing body of research exploring the defensive use of cyber deception
through the direct manipulation of defender-controlled cyber environments [14].
In particular, cyber deception seeks to reverse traditional asymmetries present
in the management and protection of computing systems and networks. While
the theory guiding the proper application of cyber deception is still maturing,
recent experimental results indicate that these techniques are not only effective,
but that their impacts extend beyond their direct technical effects, leading to
potentially lasting effects on the decision making of cyber attackers [9, 8]. The
implication of these findings is that the theories guiding the use of cyber deception should not be limited to the mechanical or procedural interactions of
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competing entities, but should seek to encompass and exploit principles of human decision making under conditions of uncertainty and risk that have been
revealed in the intersection of Cognitive Psychology and Behavioral Economics.
It is well-known that attackers will follow predetermined “rules of thumb”
which may be implicit within known Tactics, Techniques, and Procedures (TTPs)
or explicit and even mandated to ensure stealth or success of a particular cyber
operation. Cataloguing and modeling the action spaces of various TTPs has been
a widespread focus of cyber defense research to date [23]. While a comprehensive
understanding of TTPs is necessary, the models do not currently extend to the
behavioral or cognitive aspects of decision making. We believe it is these cognitive aspects which can have the most impact on the success of an attack. While
traditional defenses are laser focused on defending against attacks, a human behavioral approach would defend against the human decision makers behind the
attacks – bringing to bear not only the technical defenses already in play but
tools designed to induce cognitive biases and cyber deterrence [20]. Recent research suggests that defenses which make use of cognitive bias effects can have
immediate and lasting impacts against the human driving the attack [12, 13].
As part of this ongoing effort, in this work we aim to further develop and
analyze a cyber deception model whose framework is capable of incorporating
cognitive and behavioral aspects of decision making. In [2], we introduced a simple masking game which abstracts away the mechanism of attacks and deceptive
defenses and focuses on fundamental choices made by an attacker and a defender.
In this game there are only two systems, one real and one fake. Each round the
attacker may either probe or attack. When probed, a defended system sends a
signal of questionable veracity indicating that it is either “real” or “fake.” If
a system’s true type is masked by a false answer, then this is a deception. An
attacker might even believe an honest response to be a deception. This interaction continues over many rounds until the attacker chooses to end the game by
attacking, or the round limit is reached. The full parameters of this game are
discussed in Section 3.1, as are the extensions – cost for probing and attacker
action of walking away, allowing the defender to “lie another day.”
Our initial work focused on the defender, resulting in a careful analysis of the
optimal defender responses. A key assumption of the model was that the defender
is unable to preemptively exit or end the game. This parallels the unfortunate
scenario played out in many cyber attacks in which ejecting the attacker only
informs the attacker of the observability of a particular technique, but does not
prevent them from regaining access. A patient attacker might simply play sufficiently many repeated games to learn the defender’s strategy. Indeed, in our
initial study of the simplest forms of this game, an attacker has no incentive to
attack prior to achieving sufficient confidence in the estimated defender characteristics. To reflect the “urgency” of an attacker in the face of opportunity costs
for long enough games, we introduced an exponentially decaying multiplicative
factor in the value of a system. Even with this rudimentary defensive model, the
results of our preliminary work suggest both significant challenges for analysis
as well as interesting and exploitable player behaviors. Our aim in this work is
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to consider a worst-case scenario from the point of view of the defender where
the defender is heavily constrained in terms of their actions and where the attacker is aware of the costs associated with the defender’s actions. Despite this
advantage, we show that in many cases the attacker’s best course of action is
not always straightforward to determine.
Let τR , τF denote the probability the real and fake machines (respectively)
tell the truth within our cyber deception model. In our initial work [2], we
derived expressions for the optimal choices of τR , τF under the assumption that
the defender pays a penalty for lying. The optimal choices were deterministic,
i.e. for a reward maximizing defender, τR , τF ∈ {0, 1}. The natural question then
is how should an attacker/defender behave if the defender is playing the game
sub-optimally (and hence non-deterministically). This work aims to answer this
question. Our main analytic result, which appears as Theorem 1, shows that
the optimal number of rounds an attacker should play is at most sublinear with
respect to the value V of the game. We then simulate the performance of a
reinforcement learning (RL) agent operating within our game environment and
show that in many cases the behavior of the agent aligns with our analysis.
The main contributions of this work are the following: (i) we generalize our
previous game setup by incorporating a cost cp to the attacker for probing; (ii)
we allow the attacker to determine the round at which to attack; (iii) we derive
an asymptotic result which shows that an attacker who seeks to maximize their
expected reward should play the game for at most N rounds where N is sublinear
in V ; and (iv) we augment our framework by allowing the attacker the ability
to exit the game early without attacking. This feature establishes a framework
for investigating the role of human cognitive bias in our game of deception [12];
a topic which is discussed further in Section 4.4.
This paper is organized as follows. Section 2 discusses background work,
highlighting where our model differs from existing art. Section 3 presents our
analytic results on optimal attacker behavior. Section 4 simulates the interactions
of an attacker and defender using a RL agent. Finally, Section 5 concludes the
paper and proposes future work.

2

Related Work

Game theory is one of the methods that can be used to model cyber deception
and the changes that deception drives for both the attacker and defender [27, 1,
7]. This can lead to practical solutions that inform automatically adapting AI
systems and advance the application of cyber deception techniques. One wellstudied area related to cyber deception is the problem of deploying honeypots
in a distributed environment. Under this setup, there are usually two players:
(1) a defender and (2) an attacker. The defender, which is monitoring some
collection of network resources, is able to deploy a certain number of honeypots,
usually at some predetermined cost. The goal of the attacker then is to identify
the locations of these honeypots, and to use this knowledge to expose system
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vulnerablities. Typically these problems are modeled as two person, zero-sum
games and such games have been studied extensively in the past [3, 5, 11].
Although the topic of deploying and configuring honeypots has received significant attention, there have been notably fewer works on the strategic use of
honeypots and other forms of deception from a game-theoretic perspective. In
[21], a model was proposed that included the interactions between the attacker
and defender. This communication was then used by the attacker to determine
whether a particular machine is a honeypot or not. In [6], and similar to [11], the
interaction between the attacker and defender was modeled as a signaling game
to mitigate denial of service attacks. Under this model, a defender can observe
the attacker actions and subsequently improve their defenses.
Unlike previous work, our work does not allow the defender to change the underlying system configuration, but rather focuses on responses to the attacker’s
probes of the system. Our goal was to construct as simple a model as possible to
capture the essence of deception. Similar to [22], [28], we introduce a game with
two repeated stages, where in the first stage the attacker probes the machines.
Due to the simplicity of our model and unlike [16], [22], we were able to
derive closed form expressions that represent optimal strategies for both the
attacker and defender in [2]. In this work, we build upon this result and analyze
the optimal behavior for the attacker provided that the defender is not playing
the game optimally. In addition to the mathematical analysis, we simulate the
interaction between players by using an RL agent as the attacker. Although our
model does not allow direct manipulation of the cost signals for the RL agent
as in [15], our model does provide insight into beneficial heuristics for the setup
where an RL agent is operating in a deceptive environment. In addition, we
discuss extensions to the existing model that incorporate possible cognitive bias.

3

Analysis of Optimal Attacker Strategies

In this section, we consider an attacker that wishes to maximize their expected
reward. We begin by first describing our game before proceeding to the analysis.
3.1

Game Model

In this work, we study a generalization of the game model originally introduced
in our preliminary work [2]. Our game model involves two players: an attacker
and a defender. There are two machines, which we subsequently refer to as
machine 1 and machine 2. One of these machines is real, and the other one is a
decoy (fake). The identities of the machines are known to the defender, but not
to the attacker, and the goal of the attacker is to attack the real machine.
The game is iterative and it proceeds in rounds where at every round, the
attacker probes one of the two machines asking about its identity, or attacks. If
the attacker probes a specific machine, then that machine–which is controlled
by the defender–either responds truthfully about its identity or it lies. If the
attacker chooses to attack, then the decision about which machine to target is
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resolved according to a hypothesis test which is described in Section 3.2. If the
attacker ended up targeting the real machine, then he receives a reward of V ,
and otherwise he receives a reward of −V , where V is some positive number
representing the value of the game. Each round of probing costs the attacker
cp . So if in round i + 1 the attacker attacks the real machine, they would get a
reward of V − icp .
As in our previous work, we assume the attacker has accurate cost estimates
of each defender action, but does not know the value of the real system. In a
sense, our goal here was to consider the worst case scenario where, not only is the
game itself simple so that the defender has limited options but also the attacker
knows the costs to the defender for lying. We let the defender know the attacker’s
probing cost cp . Similar to our earlier work, we also use the simplification that
the real system’s valuation, V , is the same for both attacker and defender. The
parameters are summarized in Table 1.
MR
MF
N
V
cp

3.2

Real machine
cR Defender cost of lying for real machine
Fake machine
cF Defender cost of lying for fake machine
Number of rounds
τR Probability that real machine is truthful
Value of a real machine
τF Probability that fake machine is truthful
Attacker cost of probing
Table 1. Summary of Game Parameters

Cost Hypothesis

Next, we describe the hypothesis test[2] which will be used by the attacker to
determine which of the two machines to attack. We assume a worst case scenario
for the defender where the attacker knows the cost of lying on the fake machine
and the cost of lying on the real machine – cF and cR , respectively.
Given that the attacker has knowledge of the defender costs, the attacker
uses this knowledge to make its decision regarding which machine to attack. In
particular, if the attacker wants to attack, they first compute the cost C1 to the
defender of lying under the hypothesis that machine 1 is the real machine:
C1 = cR (N1 − R1 ) + cF R2 ,
where N1 and N2 are the number of times the attacker queries machine 1 and
2 respectively; and R1 and R2 are the number of times that machine 1 and 2
respectively say it is the real machine. By symmetry, the calculation is analogous
for the hypothesis where machine 1 is fake and 2 is real, giving the quantity C2 :
C2 = cF R1 + cR (N2 − R2 )
When we refer to attacking according to the hypothesis test, we mean an attacker
will attack machine 1 if C2 > C1 and attack machine 2 otherwise.
3.3

Analysis

In order to attack M1 when it is real, the attacker needs C1 < C2 . This implies:
cR (N1 − N2 ) + (cF + cR )(R2 − R1 ) < 0.
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Letting

cR
cF

= β, we can re-order terms to get
β(N1 − N2 ) + (1 + β)(R2 − R1 ) < 0.

(1)

If R1 represents the sum of N1 Bernoulli random variables each with parameter τR and R2 represents the sum of N2 Bernoulli random variables each with
parameter 1 − τF , then the probability that (1) holds is
N1
X

N2
X
k2 =0 k1 =



β
1+β (N1 −N2 )+k2 +1

N2
k2




N1
(1 − τF )k2 τFN2 −k2 τRk1 (1 − τR )N1 −k1 ,
k1

β
(N1 − N2 ) is an integer.
where we assume that 1+β
Since we assume the attacker has no initial preference regarding the identities
of the machines, we will focus on the setup where N1 = N2 so that N is even.
For shorthand, let γ(τR , τF ) denote the probability that the attacker successfully
attacks the correct machine so that according to our previous discussion,

γ=

N/2

N/2

X

X

k2 =0 k1 =k2 +1



N/2
k2




N/2
N/2−k2 k1
τR (1 − τR )N/2−k1 .
(1 − τF )k2 τF
k1

(2)

When clear from context, we will simply refer to γ(τR , τF ) as γ. Since N1 = N2 ,
the lower limit of the inner summation simplifies with γ independent of β.

Fig. 1. Probability the attacker targets the real machine

Figure 1 plots γ versus N , for 2 ≤ N ≤ 30 and for particular values of
(τR , τF ). First, note that all probabilities approach unity as N increases. This
reflects that more probing can only help the attacker. Second, notice that the
curves for (τR , τF ) = (0.8, 0.6) and (τR , τF ) = (0.6, 0.8) coincide. We will prove
in Lemma 1 that this property holds in general, and a bound on the probability
the attacker chooses the correct machine depends on the difference between τR
and (1 − τF ). Thus, from the attacker’s point of view, it does not matter which
machine is being untruthful. If there are different costs associated with lying for
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the defender, then it is more beneficial for the defender to lie more frequently at
the less costly (with the same effect on the hypothesis test).
We now analyze the attacker’s expected reward. Suppose that the penalty
for probing at each round is cp . Then, if the game proceeds for N rounds, it
follows that the expected value (reward) of the game is:
R(N ) = γ(V − N cp ) + (1 − γ)(−V − N cp ) = V (2γ − 1) − N cp .

(3)

It will be informative to plot the expected reward as a fraction of V . This
has the effect of expressing the dependency of equation (3) on the parameters V
and cp in terms of the dimensionless ratio V /cp . In Figure 2 we plot the quantity
N
R(N )
= 2γ − 1 −
V
V /cp

(4)

for the setup where V ∈ 10, 20, 100, cp = 1, and N ∈ 20, 40, 50.

Fig. 2. Expected rewards for increasing ratios V /cp .

There are a few patterns which can be observed in these plots. Whenever
there is deception present, the expected reward starts increasing, then decreases
as N gets large. This is due to the interplay between γ increasing with N , and
the costs of continuing to probe also increasing. The effect is most pronounced
the less truthful the machines are, and the larger V is relative to cp . The location
of the peak increases as the ratio V /cp increases and τR , τF decrease.
This motivates the question of determining the relationship between the parameters V , N , τR , τF , and cp . In particular, for fixed V , τR , τF , and cp , let
N ∗ = argmaxN (R(N )) denote the optimal number of rounds the attacker should
play. Without loss of generality, we may assume cp = 1. Certainly, the attacker
has no reason to probe more than V times, since then the largest reward they
could get is negative – worse than just attacking immediately. Can they do better? Figure 3 plots the value of N ∗ as a function of V for different pairs of
(τR , τF ). For low levels of deception, the growth of N ∗ appears logarithmic in
V . For high levels, growth is larger. We next turn to computing this value.
Due to the convolution, computing (2) for a large number of rounds N quickly
becomes intractable; so we turn to analyzing the effects of increasing V on the
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Fig. 3. Growth of N ∗ as a function of V

expression (2) in this regime using probabilistic bounds. Our goal is to study
the relationship between N and V as both parameters become large. The main
result, which is presented in Theorem 1, shows that in the asymptotic regime
(N, V large), the optimal number of rounds that should be played by the attacker
is at most sublinear with respect to V . We begin by bounding the value of γ
from (2), which is the probability the attacker attacks the correct machine.
Lemma 1. Suppose that τF , τR > 12 . Then, the probability that the hypothesis
test fails is at most


N
2
1 − γ ≤ exp − (1 − τF − τR ) ,
4
and the probability the hypothesis test succeeds is at most

2
N/4
N/2
γ ≤1−
τR τF (1 − τR )(1 − τF )
.
N/4
Furthermore, γ(τR , τF ) = γ(τF , τR ).
Proof. From (2),
N/2



k2 
X X
N/2 N/2
N/2−k2 k1
1−γ =
(1 − τF )k2 τF
τR (1 − τR )N/2−k1 .
k2
k1
k2 =0 k1 =0

Let Y1 and Y2 be binomial random variables with parameters (N/2, τR ) and
(N/2, 1 − τF ) respectively. Then the previous expression is equivalent to
Pr(Y2 ≥ Y1 ).
Let X1 , X2 , . . . , X N denote a set of independent and identically distributed
2
random variables where for i ∈ N2 , we have


 1, with probability (1 − τR )(1 − τF ),

Xi = 0, with probability τR (1 − τF ) + (1 − τR )τF , .


−1, with probability τR τF
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Note that



X
1
1 − γ(τR , τF ) = Pr (Y2 ≥ Y1 ) = Pr 
Xi ≥ 0
(5)
N/2 i=1


N/2
X
1
= Pr 
Xi − [(1 − τF ) − τR ] ≥ [τR − (1 − τF )] .
N/2 i=1
N/2

 1 PN/2 
Note that since τR , τF > 21 by assumption, τR −(1−τF ) > 0. Since E N/2
i=1 Xi
= (1 − τF ) − τR , we can apply a generalization of Hoeffding’s inequality where
Xi are strictly bound by the intervals [−1, 1] to get
!


−2(N/2)2 (1 − τR − τF )2
N
2
Pr (Y2 ≥ Y1 ) ≤ exp
≤ exp − (1 − τF − τR ) ,
PN/2
4
[1 − −1]2
i=1

which implies the first statement in the lemma.
Next, we upper bound the probability the quantity that the hypothesis test
succeeds, which is equal to Pr(Y1 > Y2 ). For this quantity, we note that it is at
least as large as the largest individual term in the expression




N/2
N/4 N/2
N/4
Pr(Y2 ≥ Y1 ) >
(1 − τF )N/4 τF
(τR )N/4 τR ,
N/4
N/4
which implies the following and gives the second statement of the lemma:
2

N/4
N/2
τR τF (1 − τR )(1 − τF )
.
γ(τR , τF ) = Pr (Y1 > Y2 ) ≤ 1 −
N/4
To prove the last statement, note that by switching τR , τF in (5), we get


N/2
X
1
bi  ≥ 0,
1 − γ(τF , τR ) = Pr 
X
N/2 i=1
where


 1, with probability (1 − τF )(1 − τR ),

bi = 0, with probability τF (1 − τR ) + (1 − τF )τR , .
X


−1, with probability τF τR
bi = Xi , it follows that γ(τF , τR ) = γ(τR , τF ), and the result follows.
Since X
An immediate consequence of the previous lemma is provided in the following
corollary, which follows by substituting the upper/lower bounds on γ into (3).
Corollary 1. The expected reward R̂(N ) of a game with N rounds is at most


2

N/2
V 1−2
ζ −N/4 − N cp ,
N/4
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where ζ =

1
τR τF (1−τR )(1−τF ) ,

and at least



 N
2
− N cp .
V 1 − 2 exp − (1 − τF − τR )
4
As a result of the previous corollary, we can determine the relationship between N and V . This is made precise in the following theorem, which represents
the main contribution of this section. Recall that we assume N1 = N2 = N2 .
Theorem 1. Assuming ζ is a constant with respect to V and 21 < τR , τF < 1,
the expected reward of the game is maximized
√ when the number of rounds played
by the attacker is at most proportional to V .
Proof. The proof is organized as follows. We bound the expected reward R̂(N )
between lower bound RLB (N ) and upper bound RU B (N ). We show that RU B
is non-increasing after at most O(log V ) rounds. Then, we consider the value of
our upper
at two different values of N . We show that when
√ and lower bound
√
NU = C V and NL = V , RLB (NL ) > RU B (NU ) for an appropriate choice of
constant C > 1. Since RU B is decreasing after round NU , the attacker cannot
increase their reward if they play more than NU rounds, giving the desired result.
From Corollary 1, we have that the expected reward of the game is at most
k



N/2 2 −N/4
V 1 − 2 N/4
ζ
− N cp . Using the fact that nk ≥ nk , this implies that
the expected reward of the game is bounded above by



−N/4 
RU B (N ) = V 1 − 2 · 2N/2 ζ −N/4 − N cp = V 1 − 2 ζ/4
− N cp . (6)
Taking the derivative of RU B (N ) with respect to N , we get
−N/4

−cp + 2V ζ/4
log ζ/4 · 1/4.
Setting the previous expression equal to zero and solving for N , gives


V log(ζ/4)
4
log
N∗ =
.
log(ζ/4)
2cp

(7)

(8)

From (7), it is easy to verify that the second derivative of RU B (N ) is negative,
implying that RU B (N ) is concave. Thus, our upper bound on the expected reward of the game reaches its maximum at N ∗ and is decreasing for N > N ∗ .
Since ζ is assumed to be a constant with respect to V , we have N ∗ = O(log V ).
From Corollary 1, the expected reward of the game after N rounds is at least


 N
− N cp .
RLB (N ) = V 1 − 2 exp − (1 − τF − τR )2
4
In the following, we want to get a lower bound on the quantity RLB (N ). To do
this, we bound the term (1 − τR − τF )2 from below. Let δ = min{1 − τR , 1 −
τF , τR , τF }. Note that either δ = 1 − τR or δ = 1 − τF since τR , τF > 21 by
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assumption. Without loss of generality, assume that δ = 1 − τR . Then (1 − τR −
τF )2 = (δ − τF )2 , from simple substitution. Now since δ < 21 and τF > 12 ,
(1 − τR − τF )2 = (δ − τF )2 ≥ δ −


1 2
2 ,

which implies


 N
2 
− N cp .
RLB (N ) ≥ V 1 − 2 exp −
δ − 21
4

(9)

It is straightforward to verify that
16 < ζ ≤

1
,
δ4

where ζ is as defined in Corollary 1. Then, since ζ ≤

RU B (N ) ≤ V 1 − 2



1
4δ 4

1
δ4 ,

we have

−N/4 
− N cp .

(10)

√
√
Substituting N = V into
√ (9) and N =
√ C V into (10), where C > 1 is a
constant, we get that RLB V − RU B C V ≥

√ log 2
√
√ 
√

+ C V log δ − exp − 14 (δ − 12 )2 V .
cp (C − 1) V + 2V exp C V
2
√ 
√ 
1
Clearly, if cp (C − 1) ≥ 3 and exp − 14 (δ − 12 )2 V ≤ V − 2 , then RLB V −
√ 
RU B C V ≥ 0, which would complete the proof. Note that exp − 41 (δ −
√ 
1
1 2
V ≤ V − 2 , if
2)
√

√ 
V · exp − 41 (δ − 12 )2 V ≤ 1,

which (by a change of logs) holds when exp
1
2

1
2

√ 
log V − 41 (δ − 12 )2 V ≤ 1 or

√
log V − 14 (δ − 21 )2 V ≤ 0,

which holds for V large enough, and this completes the proof.
In the next section, we consider the performance of an RL agent under a
similar setup. It will be shown that although in many cases the agent behaves in
a manner which reflects the analysis discussed here, there are some circumstances
under which the agent will behave sub-optimally.

4

Simulation

In this work we extend our simulation results from [2]. In certain scenarios, we
previously found that the attacker would choose to continually probe and never
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attack, indirectly signaling a desire to not play the game. In the following, we
consider the setup where the attacker is able to leave the game prematurely
which we refer to as the action “walk away”. Under this setup, we investigate
how the value V of the game influences the length of the game and compare it to
the results from Section 3. In studying this setup, we identify certain interesting
behaviors from the RL agent, and lay the ground work for considering both
human and algorithmic biases that could potentially be exploited by a defender.
4.1

Simulation Model

The game model, which is a generalization of the model described in Section 3,
largely borrows from our earlier prototype established in [2]. The game is a
turn based Stackelberg Game, in which the attacker plays first and the defender
responds. There are two machines M1 and M2 , one real and the other fake. The
game proceeds in rounds where the attacker probes a machine and the defender
responds real or fake – potentially untruthfully. At the beginning of every round,
the attacker has four actions, to probe one of the two machines, attack, or walk
away. The game ends after at most N rounds. The game proceeds as follows:
1. The game begins at round i = 1 with the game initially in state s = [0, 0, 0, 0].
2. Each round begins with the attacker choosing an action from the set:

P1 , P2 , A, W .
If the attacker chooses W , they walk away with 0 reward for the round and
the game ends. If the attacker chooses A, then they attack a machine and
the game ends. The attacker’s choice of which machine to attack is based on
the hypothesis test described in Section 3.2. If the attacker chooses Pj , then
the attacker probes Mj and the game continues.
3. If the attacker probes Mj , then the defender responds with one of the following actions:

Rj , Fj .
For example, if M1 is probed, it can respond with the signal R1 indicating
to the attacker that it is a real machine. Otherwise, the response F1 would
indicate to the attacker that it is a fake machine.
4. We update the game state vector s according to the response by incrementing
the corresponding entry in the state vector s = [R1 , F1 , R2 , F2 ]. For example,
if in the first round the response was R2 , s would be [0, 0, 1, 0]. Next, the
round number i is incremented. If i < N , then another turn is played so that
steps 2-4 are repeated. Otherwise the game terminates.
The reward function for the attacker is as follows, where cp is the cost for
probing each round:


if the attacker walks away or i = N + 1
−(i − 1)cp ,
R = V − (i − 1)cp ,
for attacking the real machine, and


−V − (i − 1)cp , for attacking the fake machine.
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There are three notable differences in this version compared with the model
in [2]. First, in each round the attacker now has the additional action W of
walking away. This new W action can be enabled or disabled in a particular
run of the simulation. The second is the introduction of a cost of cp for probing
each round. The third addresses state space explosion by changing how the
state vector s is defined. Specifically in Step 4, we no longer append an element
from the set {R1 , F1 , R2 , F2 } to the state vector and instead just increment the
corresponding counter. In essence, this ignores order and significantly collapses
the state space. This updated implementation gives results consistent with those
from [2], with cp = 0 and W disabled.
4.2

Parameters

The number of rounds and episodes were chosen together to empirically demonstrate convergence. Recall that at the start of each episode, the simulation
chooses which of the machines is real, uniformly at random. Unless otherwise
specified, the parameters in simulation are:
Max number of rounds: N = 10,
Value of the real machine: V = 10
Defender cost when real lies: cR = 2 Defender cost when fake lies: cF = 1
Discount of value per round: β = 1 Cost of probing per round: cp = 1
Similar to before, the attacker pays a cost of −V if they attack the fake machine. The defender’s strategy was fixed by choosing parameters (τF , τR ) which
determine the probability of telling the truth on the fake and real machines
respectively. The attacker is a RL agent trained using tabular q-learning with
an epsilon greedy approach in a novel environment using the Open AI Gym
framework [4], using the parameters for 100, 000 episodes:
Discount factor: γ = 1,
Learning Rate: α = 0.1
Defender cost when real lies: cR = 2 Defender cost when fake lies: cF = 1
Exploration Parameter:  = 1
Epsilon Decay Rate = 0.9999
Let w be an indicator for whether W is enabled (1) or disabled (0) in
the simulation. The simulation was run for values of (τF , τR , w) in the set
{(1, 1, 1), (0, 0, 0), (0, 0, 1), (0.9, 0.9, 1), (0.7, 0.7, 1), (0.7, 0.7, 0)}.
The choice of fixed learning rate, while not standard, is intentional. Slower
decay rates mean an agent is slower to accept the information they are gathering
from the environment. To us, that is of particular interest since adversaries have
been shown to be more cautious in exploring systems where they believe there is
deception present[10]. A constant learning rate reflects an adversary that remains
skeptical throughout.
4.3

Results

First, in Figure 4, we consider the cases where both machines always tell the
truth or always lie. Our initial work [2] found these to be optimal strategies

14

Bilinski, diVita, Ferguson-Walter, Fugate, Gabrys, Mauger, and Souza

for the defender depending on the the relationship between V and cR , cF and
they serve as good first examples to consider in the simulation. When both
machines always tell the truth (τR , τF ) = (1, 1), adding walk away does not have
much of an effect as seen in Figure 4a. However, in the case where they always lie
(τR , τF ) = (0, 0), walk away has a dramatic impact as seen comparing Figures 4b,
4c. Since the machines always lie, a human adversary can intuit which is real.
But as lying is costlier on the real machine, the cost hypothesis forces attacks on
the fake machine in this setup. Without walk away, the adversary learns to avoid
attacking, eventually exceeding the max number of rounds and never attacking.
Given the option to walk away, the adversary chooses to walk away from the
game immediately. This suggests that simulation using the cost hypothesis is
only applicable where τ > 12 – hence we focus our attention there.

Fig. 4. Average rewards, rounds, and walk away fraction (grouped by 100 episodes)
evolved over 100, 000 episodes for (τF , τR , w) = (1, 1, 1), (0, 0, 1), (0, 0, 0)

Consider next the case where (τR , τF ) = (0.9, 0.9) as seen in Figure 5a. The
behavior is very similar to (τR , τF ) = (1, 1) and the only notable difference from
Figure 4a is that the number of rounds gradually increases to 2.5 then 3 instead
of 2. Intuitively a second probe provides corroboration – the first could have been
untruthful. The reward converges to nearly the best possible of 8 and slightly
lower than in the fully truthful case. The attacker learns to not walk away.
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Fig. 5. Average rewards, rounds, and walk away fraction (grouped by 100 episodes)
evolved over 100, 000 episodes for (τF , τR , w) = (0.9, 0.9, 1), (0.7, 0.7, 1), (0.7, 0.7, 0)

Consider next the case where (τR , τF ) = (0.7, 0.7) as seen in Figure 5b. In
this case, the truthfulness of both machines has dropped more significantly. One
might expect similar but more pronounced changes as from the (τR , τF ) = (1, 1)
to (0.9, 0.9) case. However, that is not the case as seen in Figure 5b. Instead the
reward increases steadily to about 4 then suddenly drops to 0. In these plots,
the number of rounds steadily increases and then suddenly drops to 1. Notably,
the fraction of walk away gradually drops to near 0 until it suddenly spikes to 1.
There is a near asymptotic change in the behavior as the attacker converges from
a strategy that has a positive reward to purely walking away with no reward.
Analyzing the same scenario, but with walk away disabled provides some
insight. In Figure 5c, the fraction that walks away naturally remains 0. However,
reward climbs to 4, and number of rounds climbs then oscillates in a narrow
range around 5. This is a natural progression of decreased truthfulness on both
machines and what we would have expected. However, the attacker learns to walk
away when presented with the option by the defender, achieving cyber deterrence
[20]! The q-tables reveal that after sufficiently many episodes of evolution, states
with positive expected rewards for attacking have only negative values. Walk
away, with value of 0, dominates. We refer to this type of scenario as a trap.
In a given state s, once the Attack action is chosen, the target machine is
chosen based on the cost hypothesis. However, even if all probing agrees the
machine is real, there is always a chance that the machine is actually fake and
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has been deceptive the entire time. This event, albeit unlikely, has nonzero probability and will eventually occur, giving a large negative reward. The resulting
update to the q-table turns the value of attacking negative while walk away always maintains a q-table value of 0. Whenever an action’s value dips below 0, it
will never be revisited during on-policy play. Given enough episodes of evolution,
eventually all actions other than walk away are no longer viable.
Further, the RL agent seems to be able to fall into this kind of trap even in
different learning schemes. Consider for example the scenario as in Figure 5b,
except where α initially is 1 and has a decay rate, which is a more standard
RL setup. With α decay = 0.999953, the RL usually does not abruptly change
behavior and fall into the trap. But if you run it repeatedly, it happens about
1/10 of the time. Alternately if you slow the decay rate to 0.999965, the trap
becomes far more common, about 9/10 of the time. Since we are interested in
studying this behavior and there is a risk of missing it with different decays, that
motivated our choice to consider a constant learning rate of α = 0.1.
Given that RL agents can fall into these kinds of traps, knowing the optimal
behavior is helpful in identifying such scenarios. So we turn to identifying the
optimal strategy for an attacker given a fixed defender profile. To estimate this,
we modified our simulation to force the agent to probe a certain number of
rounds before being forced to attack. For a given fixed number of rounds, we ran
the simulation 100, 000 times and calculated the expected reward according to
(3) in Section 3. Figure 6 plots the expected rewards for different fixed numbers
of rounds with fixed defender profile (τR , τF ) = (0.7, 0.7). Each of the plots
corresponds to a different value of V . These plots show that there clearly is a
maximum number of rounds and further that the maximum tends to shift to
the right as the value of V increases. For V = 101 , 102 , 104 they are about 2,
18, 80 respectively – while the analytically derived maximums are not far off,
respectively: 4, 20, 60. Intuitively this makes sense as cp remains fixed at 1 per
round. So, as the value of the game increases, gaining additional certainty about
the outcome from another round of probing is relatively inexpensive.

Fig. 6. Attacker is forced to play max number of rounds. Plots of average reward over
100, 000 episodes against rounds for different V = 101 , 102 , 104 . (τR , τF ) = (0.7, 0.7).

We now turn our attention towards overcoming the trap as the attacker.
The fundamental issue is that due to a string of bad luck, an otherwise “good”
action gets a q-table value that makes it never get revisited during on-policy
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play. Recall we saw this in Figure 5b where anything worse than walk away’s 0
reward would never get played. Intuitively, the most natural counter would be
to introduce randomness back into the attacker’s profile. Specifically this only
affects on-policy play, so if there is still some amount of exploration that takes
place, the attacker agent should be resilient.
To this end, we modify the simulation to force a minimum amount of exploration. Specifically,  decays as normal until exploration hits that threshold T
and then never drops below that point. To highlight the impact of this random
play, in the last 10% of episodes, we revert back to strictly on-policy play. We
recreate both scenarios that resulted in the RL agent falling into the trap, but
with T > 0. In Figure 7a, we have the first scenario with T = 0.2 and no longer
see a sudden change in strategy (until the end when we revert to on-policy play).
Figure 7b and c are the second scenario with T = 0.2 and 0.5 respectively. Figure 7b, still suffers from the trap but Figure 7c does not. While maintaining
random exploration does seem to confer some resilience to the trap, the required
amount to be effective can also be costly to the attacker.

Fig. 7. Average rewards (grouped by 100 episodes) evolved over 100,000 episodes for
(τR , τF ) = (0.7, 0.7), w = 1. a. V = 10, α = 0.1, T = 0.2. b. V = 104 , α = 0.8, T = 0.2.
c. V = 104 , α = 0.8, T = 0.5

4.4

Demonstrating Cognitive Bias

The behavior of the current RL algorithm when falling into the previously described trap appears behaviorally consistent with the “law of small numbers”
– a human cognitive bias to believe that the outcome from a small sample will
be representative of the statistical distribution of the larger population[25]. This
belief leads to a tendency to over-generalize the interpretation of initial findings
and is indicative that people are not aware that small sample sizes may exhibit
greater variability. In the first instance of the trap, the agent uses the negative
reward of a single outcome and learns to always walk away. In this sense it is
blind to the variability that is inherent in any single outcome. The algorithm is
learning a statistical prior but is mistakenly predisposed to treating each new observation disproportionately. Based on prior efforts in studying cognitive biases,
humans are likely to be similarly susceptible to the law of small numbers when
presented with such choices. Exploration of game parameters seeks to associate
the outcome of algorithms to that of human decision-making baises.
Demonstrating such behaviors in a RL algorithm has also led us to speculate
on whether other decision making bias might be explored by our current model.
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For our RL agent, the disproportionate importance given to a small number of
bad outcomes seems to lead to loss aversion – an irrational tendency to judge
losses as having greater weight than gains [19]. Once the algorithm selects walking away with zero reward as preferred, the algorithm becomes rigidly averse
to“bad” outcomes (the trap as we call it). As a corollary, it may be possible to
arrange the game parameters and operation to trigger risk seeking in the form
of gambler’s fallacy [24] – belief that a particular outcome is more or less likely
based on earlier events even though they are independent. While we have not yet
pursued this line of reasoning in earnest, this might be achieved by extending our
model to allow the defender to randomly vary the final round, allowing “easy”
wins but penalizing “hard” losses – forcing the attacker to use small sample sizes
in estimating the likelihood of win conditions and prevent learning from games
of significant length. This would exacerbate the law of small numbers effects and
may also lead to additional biases that could be exploited by a defender.
In a similar line of reasoning, changes in the implementation of walk away
may present another way [17] to explore sunk cost fallacy effects – the tendency
for individuals to persist in a venture as a result of previous investments even
though cutting their losses and walking away would be optimal. In the current
game, attacker costs incurred are proportional to the number of probes. This may
be viewed as creating a deficit in the internal mental ledger that the attacker
keeps while playing the game. Tversky and Kahneman [26] have argued that
decision-making is contingent on the framing of outcomes, which are perceived as
positive or negative relative to some neutral reference point that is set, or framed,
by the decision maker. It bears to reason that if our model imposed a cost for
walk away and made this cost dependent on the number of rounds played that an
attacker’s tendency to continue the game rather than attack or walk away might
be disproportionately affected. An increasing cost for walk away should result
in an increasing reluctance to leave the game early. An attacker may therefore
choose to attack when they would have otherwise fled. If however, (τR , τF ) are
low, the attacker may not have sufficient evidence for making a correct prediction
and may still have a positive estimate of the outcome in continuing play even
though the rational solution should be to accept the loss of walk away.
In general, cognitive biases relating to decisions involving gains result in
risk averse behaviors whereas decisions involving losses result in risk seeking
behaviors[19]. From this perspective, sunk cost can be viewed as relationship
between risk tolerance and the negative or positive balance in the decisions
maker’s ledger. In order to break even, a risk-seeking decision maker may be
willing to engage in further play even when not the rational strategy. While we
have not yet assessed the feasibility of adjusting the game model to this end, our
present results suggest ample room for exploration. If we can incentivize longer
games in spite of increasing cumulative attacker costs, this would represent a
radical departure of the learning attacker’s behavior from our results to date.
Researchers have begun to investigate which cognitive biases are most relevant to
cyber operations[18] and as that research matures, AI models that help examine
them will be critical.
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Conclusion

In Section 3, we derived expressions and bounds relating the value of the machine
with the number of rounds played. The central result, Theorem 1, shows there is
a sublinear relationship between value and optimal rounds played. In Section 4,
we corroborated our analytic results, analyzed a potential trap for algorithmic
opponents, and laid groundwork for analysis of human cognitive biases.
Adding the walk away action and a cost to probing uncovered a very simple but effective trap against some types of algorithmic attackers. The trap in
particular presents both the attacker and defender with interesting design decisions. For the attacker, maintaining randomness builds resilience against the
trap. However, any amount of randomness potentially leads to suboptimal play
compared to the ideal strategy. The amount of randomness needed depends on
the environment itself and might be a challenge to guess or learn correctly.
From the defender’s perspective, they have two or three mechanisms to possibly trigger this trap. First, the less honest the defender, the more likely an
individual game ends poorly for the attacker. Second, if there are alternative
actions available to the attacker, the more valuable those alternatives are, the
more likely it is that the attacker will never revisit a given action. In the example
of walking away, an attacker technically always has the option of not playing the
game, but may be too focused on the game itself to realize it. Third, the cost of
probing matters relative to the value of the machine. While this likely plays a
minor role, the smaller the cost of probing is, the smaller the gap is going to be
between the worst possible result in probing versus attacking.
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